Solutions to Review Questions

Please Note: Many of the review questions are discussed in the audio forums in the online site at http://www.awl.com/kurose-ross.

Chapter 1

1. The Internet provides its applications a connection-oriented service (TCP) and a connectionless service (UDP). Each Internet application makes use of one these two services. The two services will be discussed in detail in Chapter 3. Some of the principle characteristics of the connection-oriented service are:

· Two end-systems first “handshake” before either starts to send application data to the other.

· Provides reliable data transfer, i.e., all application data sent by one side of the connection arrives at the other side of the connection in order and without any gaps.

· Provides flow control, i.e., it makes sure that neither end of a connection overwhelms the buffers in the other end of the connection by sending to many packets to fast.

· Provides congestion control, i.e., regulates the amount of data that an application can send into the network, helping to prevent the Internet from entering a state of grid lock.

The principle characteristics of connectionless service are:

· No handshaking

· No guarantees of reliable data transfer

· No flow control or congestion control

2. Flow control and congestion control are two distinct control mechanisms with distinct objectives. Flow control makes sure that neither end of a connection overwhelms the buffers in the other end of the connection by sending to many packets to fast. Congestion control regulates the amount of data that an application can send into the network, helping to prevent congestion in the network core (i.e., in the buffers in the network rouers).

3. The Internet’s connection-oriented service provides reliable data transfer by using acknowledgements and retransmissions. When one side of the connection doesn’t receive an acknowledgement (from the other side of the connection) for a packet it transmitted, it retransmits the packet.

4. A circuit-switched network can guarantee a certain amount of end-to-end bandwidth for the duration of a call. Most packet-switched networks today (including the Internet) cannot make any end-to-end guarantees for bandwidth. 

5. At time t0 the sending host begins to transmit. At time t1 = L/R1, the sending host completes transmission and the entire packet is received at the router (no propagation delay). Because the router has the entire packet at time t1, it can begin to transmit the packet to the receiving host at time t1. At time t2 = t1 + L/R2, the router completes transmission and the entire packet is received at the receiving host (again, no propagation delay). Thus, the end-to-end delay is L/R1 + L/R2.

6. Some of the networking technologies that use VCs include ATM, X.25 and frame relay.

7. In a VC network, each packet switch in the network core maintains connection state information for each VC passing through it. Some of this connection state information is maintained to a VC-number translation table. (See page 25)

8. The cons of VCs include (i) the need to have a signaling protocol to set-up and tear-down the VCs; (ii) the need to maintain connection state in the packet switches. For the pros, some researchers and engineers argue that it is easier to provide QoS services - such as services that guarantee a minimum transmission rate or services that guarantee maximum end-to-end packet delay – when VCs are used.

9. HFC bandwidth is shared among the users. On the downstream channel, all packets emanate from a single source, namely, the head end. Thus, there are no collisions in the downstream channel.

10. Ethernet LANs have transmission rates of 10 Mbps, 100 Mbps and 1 Gbps. For an X Mbps Ethernet (where x = 10, 100 or 1,000), a user can continuously transmit at the rate X Mbps if that user is the only person sending data. If there are more than one active user, then each user cannot continuously transmit at X Mbps.

11. Ethernet most commonly runs over twisted-pair copper wire and “thin” coaxial cable. It also can run over fibers optic links and thick coaxial cable.

12. Dial up modems: up to 56 Kbps, bandwidth is dedicated; ISDN: up to 128 kbps, bandwidth is dedicated; ADSL: downstream channel is 2-8 Mbps, upstream channel is up to 1 Mbps, bandwidth is dedicated; HFC, downstream channel is 10-30 Mbps and  upstream channel is usually less than a few Mbps, bandwidth is shared.

13. The delay components are processing delays, transmission delays, propagation delays, and queuing delays. All of these delays are fixed, except for the queuing delays, which are variable.

14. Tollbooths are 100 km apart, and the cars propagate at 100/km hour. A tollbooth services a car at a rate of one car every 12 seconds.(a) There are ten cars. It takes 120 seconds, or two minutes, for the first tollbooth to service the 10 cars. Each of these cars have a propagation delay of 60 minutes before arriving at the second tollbooth. Thus, all the cars are lined up before the second tollbooth after 62 minutes. The whole process repeats itself for traveling between the second and third tollbooths. Thus the total delay is 124 minutes. (b) Delay between tollbooths is 7*12 seconds plus 60 minutes, i.e., 61 minutes and 24 seconds. The total delay is twice this amount, i.e., 122 minutes and 48 seconds.

15. Five generic tasks are error control, flow control, segmentation and reassembly, multiplexing, and connection setup. Yes, these tasks can be duplicated at different layers. For example, error control is often provided at more than one layer.

16. The five layers in the Internet protocol stack are – from top to bottom – the application layer, the transport layer, the network layer, the link layer, and the physical layer. The principal responsibilities are outlined in Section 1.7.2.

17. Routers process layers 1 through 3. (This is a little bit of a white lie, as modern routers sometimes act as firewalls or caching components, and process layer four as well.)

Chapter 2

1. The Web: HTTP; file transfer: FTP; remote login: Telnet; Network News: NNTP; e-mail: SMTP.

2. The host that initiates the communication session is the client.

3. The IP address and the port number of the application.

4. You probably use a browser and a mail reader on a daily basis. You may also use an FTP user agent, a Telnet user agent, an audio/video player user agent (such as a Real Networks player), etc.

6. A protocol uses handshaking if the two communicating entities first exchange control packets  before sending data to each other. SMTP uses handshaking whereas HTTP does not.

7. The applications that use those protocols require that all application data is received in the correct order and without gaps. TCP provides this service whereas UDP does not.

8. In both cases, the site must keep a database record for the user. With HTTP authentication, the user first registers with the site. During each subsequent visit, the user provides a username and password, which allows the site to identify the user and update the user’s record. With cookies, the user does not explicitly provide a username and password. However, browser identifies the user by sending the user’s cookie number each time the user accesses the site.

10. In persistent HTTP without pipelining, the browser first waits to receive a HTTP response from the server before issuing a new HTTP request. In persistent HTTP with pipelining, the browser issues requests as early as soon as it has a need to do so, without waiting for response messages from the server.

11. FTP uses two parallel TCP connections, one connection for sending control information (such as a request to transfer a file) and another connection for actually transferring the file. Because the control information is not sent over the same connection that the file is sent over, FTP sends control information out of band.

12. Message is sent from Alice’s host to her mail server over HTTP. Alice’s mail server then sends the message to Bob’s mail server over SMTP. Bob then transfers the message from his mail server to his host over POP3.

13. Will contain the header line Content-Type: application/msexcel .

15. With download and delete, after a user retrieves its messages from a POP server, the messages are deleted. This poses a problem for the nomadic user, who may want to access the messages from many different machines (office PC, home PC, etc.). In the download and  keep configuration, messages are not deleted after the user retrieves the messages. This can also be inconvenient, as each time the user retrieves the stored messages from a new machine, all of non-deleted messages will be transferred to the new machine (including very old messages).

18. Host A queries it local name server to obtain DNS information about some other host (e.g., in order to determine the IP address for some Host B on the other side of the world). Thus, Host A uses its local name server so that it can initiate communication with other hosts. On the other hand, other hosts use Host A’s auhoritative name server to obtain the IP address of Host A. 

19. Yes, an organization can have the same alias name for both its name server and its mail server. An MX RR type contains the host name for the mail server.

20. With the UDP server, there is no welcoming socket, and all data from clients enters the server from its one socket. With the TCP server, there is a welcoming socket, and each time a client initiates a connection to the server, a new socket is created. Thus, to support n simultaneous connections, the server would need n+1 sockets.

21. For the TCP application, the client attempts to initiate a TCP connection with the server as soon as it is executed. If the TCP server is not running, than the client will fail to initiate the connection. For the UDP application, the client does not initiate connections or  attempt to communicate with the UDP server immediately upon execution.

 Chapter 3

1. Source port number y and destination port number x.

2. An application developer may not want its application to use TCP’s congestion control, which can throttle the application’s sending rate at times of congestion. Often, designers of IP telephony and IP videoconference applications choose to run their applications over UDP because they want to avoid TCP’s congestion control. Also, some applications do not need the reliable data transfer provided by TCP.

3. Yes. The application developer can put reliable data transfer into the application layer protocol. This would require a significant amount of work and debugging, however.

4. a) false b)  false    c) true  d) false  e) true   f) false   g) false

5. a) 20 bytes b) ack number = 90

6. 3 segments. First segment: seq = 43, ack =80; Second segment: seq = 80, ack = 44 ; Third segment; seq = 44, ack = 81

6. R/2

7. False, it is set to half of the current value of the congestion window.

Chapter 4

1. Datagram-based network layer: path determination; switching. Additional function of VC-based network layer: call setup.

2. ATM service models: CBR, VBR, ABR, UBR. See section 4.1.1 for the descriptioins.

3. Link state algorithms: Computes the least-cost path between source and destination using complete, global knowledge about the network. Distance-vector routing: The calculation of the least-cost path is carried out in an iterative, distributed manner. A node only knows the neighbor to which it should forward a packet in order to reach given destination along the least-cost path, and the cost of that path from itself to the destination.

4. Routers are aggregated into autonomous systems (ASs). Within an AS, all routers run the same intra-AS routing protocol. Special gateway routers in the various ASs run the inter-autonomous system routing protocol that determines the routing paths among the ASs. The problem of scale is solved since an intra-AS router need only know about routers within its AS and the gateway router(s) in its AS.

5. No. Each AS has administrative autonomy for routing within an AS.

6. 1 1 0 1 1 1 1 1  0 0 0 0 0 0 0 1  0 0 0 0 0 0 1 1  0 0 0 1 1 1 0 0

7. 24

8. No

9. 8 interfaces; 4 routing tables

10. 50% overhead

11. 2,980 bytes of data allocated to 7 fragments. Each fragment has 422 in the identification field. The offsets for the 7 fragments are 0, 480, 960, 1440, 1920, 2400, 2880.

12. No.

13. With OSPF, a router periodically broadcasts routing information to all other routers in the AS, not just to its neighboring routers. This routing information sent by a router has one entry for each of the router’s neighbors; the entry gives the distance from the router to the neighbor. A RIP advertisement sent by a router contains information about all the networks in the AS, although this information is only sent to its neighboring routers.

14. “sequence of ASs on the routes”

15. See “Principles in Practice” on page 331

16. switching via memory; switching via a bus; switching via an interconnection network

17. need for buffers at input port: multiple packets arriving to switch  at same time may need to go to output port; need for buffers at output port: switching fabric may not be faster than line speed

18. See Section 4.7.1

19. Yes, because the entire IPv6 datagram (including header fields) is encapsulated in an an IPv4 datagram

Chapter 5

1. Although each link guarantees that an IP datagram sent over the link will be received at the other end of the link without errors, it is not guaranteed that IP datagrams will arrive at the ultimate destination in the proper order. With IP, datagrams emerging from the same TCP connection can take different routes in the network, and therefore arrive out of order. TCP is still needed to provide the receiving end of the application the byte stream in the correct order. Also, IP can lose packets due to routing loops or equipment failures.

2. framing: there is also framing in IP and TCP; link access; reliable delivery: there is also reliable delivery in TCP; flow control: there is also flow control in TCP; error detection: there is also error detection in IP and TCP; error correction; full duplex: TCP is also full duplex.

3. 1

4. There will be a collision in the sense that while a node is transmitting it will start to receive a packet from the other node.

5. Slotted Aloha: 1, 2 and 4 (slotted ALOHA is only partially decentralized, since it requires the clocks in all nodes to be synchronized). Token ring: 1, 2, 3, 4.

6. In polling, a discussion leader allows only one participant to talk at a time, with each participant getting a chance to talk in a round-robin fashion. For token ring, there isn’t a discussion leader, but there is wine glass that the participants take turns holding. A participant is only allowed to talk if the participant is holding the wine glass.

7. When a node transmits a frame, the node has to wait for the frame to propagate around the entire ring before the node can release the token. Thus, if L/R is small as compared to tprop, then the protocol will be inefficient.

8. 248 LAN addresses; 232 IPv4 addresses; 2128  IPv6 addresses.

9. C’s adapter will process the frames, but the adapter will not pass the datagrams up the protocol stack. If the LAN broadcast address is used, then C’s adapter will both process the frames and pass the datagrams up the protocol stack.

10. An ARP query is sent in a broadcast frame because the querying host does not which adapter address corresponds to the IP address in question. For the response, the sending node knows the adapter address to which the response should be sent, so there is no need to send a broadcast frame (which would have to be processed by all the other nodes on the LAN).

11. No it is not possible. Each LAN has its own distinct set of adapters attached to it, with each adapter having a unique LAN address.

12. Three Ethernet technologies have identical frame structures.

13. 20 million transitions per second.

14. After the 5th collision, the adapter chooses from {0, 1, 2, …, 31}. The probability that it chooses 4 is 1/32. It waits 204.8 microseconds.

15. See section 5.6.

16. See section 5.6.

17. No

18. To allow the receiving side of the TC sublayer to determine where new cells begin.

19. Yes, it fills in the HEC field.

Chapter 6

1. Streaming stored audio/video: pause/resume, re-positioning, fast-forward; real-time interactive audio and video: people communicating and responding in real time.

2. Camp 1: No fundamental changes or new services; just add bandwidth, and make extensive use of multicast and caching. Camp 2: Provide a network service that allows applications to reserve bandwidth in the network. Camp 3, differentiated service: introduce simply classifying and policing schemes at the edge of the network, and give different datagrams different levels of service according to their class in the router queues.

3. Figure 6.1: simple, doesn’t  require meta file or streaming server; Figure 6.2: allows media player to interact directly with the web server, doesn’t require a streaming server; Figure 6.3: media player interacts directly with a streaming server, which has been designed for the specific streaming application.

4. End-to-end delay is the time it takes a packet to travel across the network from source to destination. Delay jitter is the fluctuation of end-to-end delay from packet to the next packet.

5. A packet that arrives after its scheduled playout time can not be be played out. Therefore, from the perspective of the application, the packet has been lost.

6. First scheme: send a redundant encoded chunk after every n chunks; the redundant chunk is obtained by exclusive OR-ing the n original chunks. Second scheme: send a lower-resolution low-bit rate scheme along with the original stream. Interleaving does not increase the bandwidth requirements of a stream.

7. RTP streams in different sessions: different multicast addresses; RTP streams in the same session: SSRC field; RTP packets are distinguished from RTCP packets by using distinct port numbers.

8. Reception report packets: includes info about fraction of packets lost, last sequence number, interarrival jitter; sender report packets: timestamp and wall clock time of most recently generated RTP packet, number of packets sent, number of bytes sent ; source description packets: e-mail address of the sender, the sender’s name, the application that generates the RTP stream.

9. Call control channel runs over TCP and carries H.245  control messages. The Q.931 call signaling channel runs over TCP and provides classical telephone functionality, such as dial tone and ringing. Both of these channels carry control information and therefore need to the reliable data transfer provided by TCP. The media control channel is an RTCP channel. The media channels run over RTP. These RTP and RTCP channels do not need the reliable data transfer (with its retransmissions and timers), and therefore run over UDP.

10. In non-preemptive priority queuing, the transmission of a packet is not interrupted once it has begun. In preemptive priority queuing, the transmission of a packet will be interrupted if a higher priority packet arrives before transmission completes. This would mean that portions of the packet would be sent into the network as separate chunks; these chunks would no longer all have the appropriate header fields. For this reason, preemptive priority queuing is not used.

11. A scheduling discipline that is not work conserving is time division multiplexing, whereby a rotating frame is partitioned into slots, with each slot exclusively available to a particular class.

12. Interestingly enough, there are no applications in Figure 2.4 that require both no loss and firm bounds on delay. 

13. Scalability: Per-flow resource reservation implies the need for a router to process resource reservations  and maintain per-flow state for each flow passing through the router. Flexibly service: The Intserv framework provides for a small number of pre-specified service classes.

